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M
any have been struck, and not a 
few exasperated, by the way in 
which recent writing in moral 
philosophy seems to have more 

or less abandoned talk about obligations and 
duties in favour o f  talk about what we have 
moral reason to do. The word “‘reason” has 
supplanted the word “ought” as the moral 
philosopher’s normative term o f choice. (Nor
mative terms are such as “right”, “wrong”, 
“good”, “bad”, “ought”, “appropriate” and 
“fitting” .) O f  course when pressed on the 
m atter, we happily reintroduce “ought” by 
taking it to be equivalent to “have m ost rea
son” . “Morally ought to ” thereby becomes 
“have m ost moral reason to”.

The basic idea here is that if  there is something 
that one ought to do, this can only be because 
there is good reason to do it, indeed more reason 
to do it than anything else. Oughts, we may say, 
are built out o f  reasons. Reasons are the building 
blocks; each reason makes its own contribution, 
and oughts (obligations, duties) arise when we 
put those contributions together and see which 
course o f  action is the one that we have most 
reason to do overall. Philosophers who stick to 
talk about reasons do so because they are keen 
to focus not so much on the oughts that are 
made as on the way in which they are made. 
Their interest lies more in the contributory level 
at which reasons operate, one pulling one way 
and another the other, than in the overall level 
at which the ought is to be found.

The reasons that I am speaking o f  here are 
reasons for doing one thing rather than another, 
reasons for action; or they can be reasons for 
taking a certain attitude, or for feeling one way 
rather than another. A reason is a consideration 
that favours, or calls for, a certain response, 
either action or attitude or feeling. We may, 
indeed we normally do, have several reasons all 
present at once, and each calling for a differ
ent response. Somehow or other we are able to 
work out which response is the one most called 
for, the one most favoured by the situation that 
confronts us, conceived as a whole. We do this 
by putting together, comparing, com bining 
and contrasting the different contributions o f
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the different reasons. But this is not a simple 
thing either to do or to describe. It is not as if  
each reason brings with it a certain number o f  
Brownie points, for or against, plus or minus, 
and our task in deliberation is just to add these 
up and see which course o f  action gets most o f  
them. Things are much more complicated than 
that. One consideration can affect the force o f 
another, either increasing it, decreasing it, abol
ishing it altogether or even reversing it, so that 
what would otherwise have counted in favour o f 
some action now counts against it. That I have 
often been there before is sometimes a reason 
to go there again, and sometimes a reason to try 
somewhere else. That there is nobody else willing 
to do it is not a reason for me to care for my 
bedbound neighbour; it serves rather to increase 
the reason given me by her need for care. These 
matters can be quite subtle; with complicated 
cases it is quite an achievement to follow exactly 
what is going on at the level o f  reasons.

So far I have been talking about reasons for 
action and more generally about considerations 
that favour a practical response o f  one kind or 
another. This sort o f  talk is prevalent among 
moral philosophers and others who work more 
generally in the philosophy o f action. But there 
is a very different understanding o f  the question 
what is a reason for what, one that derives from 
the philosophy o f science, or from the theory 
o f  knowledge more generally. This understands 
a reason as a consideration that raises the prob
ability o f  the thing it is a reason for. This general 
approach is known as Bayesianism, because it 
stems originally from the work o f  the eight
eenth-century British mathematician and cleric 
Thomas Bayes. What is it for one thing to be 
evidence that another is the case? It is for the 
second to be more probable given the truth o f 
the first than it would be otherwise. This is what 
is meant by “raising the probability”. It is not 
the idea that one thing is evidence for another 
if  the combination o f  the two is more probable 
than is the second alone. For the first might be 
very improbable, so that the combination o f  the 
two is less probable than is the second alone. But 
still, given the first, the second is more probable 
than it was to start with. So the chances that I 
am the Son o f  God are small, as are the chances 
that I am immortal. The probability that I am 
the Son o f  God and immortal is even less than 
the probability that I am immortal, because the 
combination o f  two improbabilities is even less
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probable than either o f  them separately. But 
i f  I am the Son o f  God, the chance that I am 
immortal is very high. So my being the Son o f 
God is (or perhaps I should say would be) good 
reason to believe that I am immortal.

So we seem to have two different understand
ings o f  what is a reason for what. I f  we are 
dealing with reasons for action, or for practical 
responses o f  other sorts, we are told that to be 
a reason is to favour some response. I f  we are 
dealing with reasons for belief, we are told that 
we are dealing with one consideration’s raising 
the probability o f  another. Now this, I think, 
is a very uncomfortable situation. There ought 
not to be such a great difference between what 
are called theoretical and practical reasons, between 
reasons for belief and reasons for action. O f 
course we are used to the idea that the theory o f 
knowledge is very different from the philosophy 
o f action. Hardly anybody works in both areas 
at once, and this is not viewed as at all surpris
ing. But I would be much happier if  these two 
areas could at least be shown to be working 
with the same concept o f  a reason, despite any 
other differences they may have. For if  they are 
not, it would appear that the notion o f  practical 
rationality is in danger o f  being just a different 
notion from that o f  theoretical rationality; the 
latter would deal with relations o f  probability 
and the former with those o f  favouring and 
disfavouring. O f course, I think this is a false 
contrast. But it remains to be shown how to 
bring the two sides back together again.

One proposal (which I associate with Judy 
Thomson) is that we should understand moral 
reasons, things that favour a certain response, as 
things that raise the probability that the relevant 
response would be morally right. This response, 
however, has two potential disadvantages. The 
first is that as it stands it doesn’t extend very well 
to other, non-moral forms o f  practical reason

Oughts, we may say, are 
built out of reasons

ing; these certainly don’t raise the probability o f 
rightness. But we could perhaps cope with this 
by saying that ordinarily practical reasons are 
considerations that raise the probability that the 
relevant action is the one to do. The second is 
that not every consideration that raises the prob
ability that an action is right — not every piece 
o f  evidence that it is right, that is — is a moral 
reason to do it. That my wise friend Charles 
judges the action right no doubt makes it more 
probable that it is right, but it is not among the 
considerations that go to make it right; those 
considerations are the ones that persuaded 
Charles o f  its rightness, and his having been so 
persuaded is not another one o f  those, but plays 
some other role.

More generally, however, we could complain 
that this proposal turns all practical reasoning 
into theoretical reasoning. Instead o f  reasoning 
somehow to the action that is most favoured by 
the considerations we adduce, we are reason
ing to the supposed truth that the action is the 
one most favoured, or just the one to do. An
other way o f  putting the same point is that we 
started from considerations which, we thought, 
favoured some practical response, but our ac
count o f  those reasons turns them into things 
that raise the probability that some belief is true. 
But though this last thing is interesting, it is just 
not the thing we started with. To turn reasons 
for action into reasons for a certain special sort 
o f  belief is to distort them.

Nonetheless there is a noticeable tendency 
among recent writers — and here I have in mind 
Robert Audi and Joseph Raz — to take it that the 
idea that the conclusion o f  practical reasoning 
could actually be an action has unfortunately 
to be abandoned. These writers tend to appeal 
to the undeniable fact that a piece o f  practical 
reasoning might not end in action at all, or if  
it does, the action done may not be the one
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that the reasoning favours (as when the will is 
weak). These considerations fail to move me. 
The question what is the conclusion o f  a piece 
o f  practical reasoning is not the question what 
always happens at the end o f such a process. I f  it 
were, there would be no answer to it, since there 
is no sort o f  thing that always happens. People 
fall asleep, get bored and turn their attention 
to something different, or even die before they 
can do the action. The same, o f  course, applies 
to theoretical reasoning (which we normally 
understand as reasoning from beliefs to belief). 
We might say that the conclusion o f  theoretical 
reasoning is a belief, but o f  course sometimes 
the believing just doesn’t happen, and on other 
occasions we come to believe the wrong thing 
(as in the theoretical analogue o f  weakness o f 
will). No: asking about the conclusion o f  reason
ing, practical or theoretical, is asking not about 
what always happens at the end o f  the process 
but about what the proper conclusion is, the 
thing that ought to happen. The notion o f  a 
conclusion here is a normative notion, to join 
the other normative notions that I listed right 
at the beginning.

I think we should make every effort to retain 
the idea that the conclusion is, or can be, an 
action, and we can do this so long as we re
member that by “conclusion” we mean “proper 
conclusion”. Something is well set up to be the 
conclusion o f  reasoning i f  it stands in an appro
priate normative relation to the considerations 
adduced in the reasoning. And we already have 
a candidate for such a normative relation: the 
favouring relation. So I would say that an action 
can be the conclusion o f  a passage o f  reasoning, 
and will be so when it is the action that emerges 
as most favoured at the end o f  that reasoning, 
and is done in that light.

All this just returns us to the problem we had 
before. We are understanding practical reason
ing as reasoning to action, and supposing that 
the “operative” relation on this side is the fa
vouring relation. But we are also understanding 
theoretical reasoning as reasoning to judgement, 
and supposing that the operative relation on that 
side is the relation o f  probabilification. And I 
announced earlier on that these two things do 
not go well together.

What other manoeuvres are open to us? I have 
already suggested that we distort moral reasons 
i f  we think o f  them primarily as considerations 
that raise the probability that the relevant action

is wrong (or right, o f  course). In support o f  this 
claim, I offered the example o f  the fact that my 
morally sensitive friend has pronounced against 
it. This, I said, may make it very probable that 
the action is wrong, but it is unlikely to be among 
the considerations that actually make the action 
wrong. I f  so, the relation o f  making wrong is 
just a different relation from that o f  raising the 
probability o f  wrongness. So the probabilifica
tion story seems not to fit the case o f  reasoning 
to a moral conclusion. A moral conclusion is 
theoretical, o f  course, since it is there to be be
lieved, and is capable o f  truth and falsehood. But 
it is also explicitly moral—unlike the action itself. 
So it seems that that not all cases o f  theoretical 
reasoning are ones where the operative relation 
is probabilification.

This is some help because it lets us see that 
there is something wrong with the contrast we 
were initially working with. It was simply incau
tious o f  us to think that practical reasoning has 
one operative relation, that o f  favouring, and 
theoretical reasoning has another, probabilifica
tion. We were working with an inadequate supply 
o f  examples, as so often in philosophy.

More help comes when we recognise that 
the favouring relation is not to be found only 
in practical reasoning. Theoretical reasoning is 
reasoning to a belief, the belief favoured by the 
evidence appealed to. That the gun was found 
in the butler’s cupboard favours believing that 
he did the deed. The thing believed, that he did 
the deed, is not favoured (it would be hard to 
know what that would mean). But believing it is. 
And this pattern seems ubiquitous in theoretical 
reasoning. So now on that side we have both 
favouring and probabilification. And the relation 
between the two is easy to see. The favouring is 
explained by the probabilification. That is, the re
sponse favoured by the evidence is our believing 
the conclusion, and this is because that evidence 
makes the conclusion, the thing to be believed, 
more probable than it was before.

This suggests to us that wherever we are 
dealing with reasoning, we should be able to 
find both a favouring relation and an operative 
relation operating in this sort o f  combination. 
Consider then moral reasoning, say reasoning to 
the conclusion that it would be wrong to take the 
money. I f  the reasoning is sound, believing that 
this act would be wrong is the response favoured 
by the evidence. What is the operative relation, 
that is, the relation that explains how these fea-
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tures can favour that belief? The answer must 
be the relation o f  wrong-making; these features 
make the action wrong, and by so doing, they 
favour believing that it is wrong.

Our question now must be whether we can 
tell the same sort o f  story for practical reason
ing. What is the relation that explains the way 
in which the considerations adduced favour this 
rather than that response, when the response 
is action? The trouble is that the only relation 
that I can think o f  for this role seems unable 
to do the job — or rather it does not apply in 
every case. For the natural thing to say here is 
that in practical cases the relation that explains 
the favouring relation is something to do with 
value. Just as in the theoretical case, we might say, 
the considerations adduced raise the probability 
o f  the conclusion, so in the practical case they 
raise the value o f  acting in the way suggested. 
As an example, the fact that my train is about 
to leave raises the value o f  running. I had no 
reason to run, initially; that means that running 
had no value for me, and possibly some disvalue. 
The fact that my train’s departure time has been 
suddenly brought forward changes the situation, 
raising the value o f  running so that it is notice
ably higher than it was before. Similarly, a reason 
against an action will lower the value o f  so acting. 
I f  she has asked me not to do it, my doing it has 
less value than it would otherwise have.

As I see it, this general approach suffers from 
two defects, despite its initial attractiveness. The 
first is that there seem to be cases where some
thing is a practical reason for an action but which 
does not raise the value o f  so acting. The second 
is that the very notion o f  raising value is one o f 
which it is hard to make theoretical sense. I end 
with these two awkward points.

Suppose that I have promised my friend David 
to lend him my cake tin. This is a reason for me 
to drop round and give it to him. Does it raise

We distort moral 
reasons if we think 

of them primarily as 
considerations that 

raise the probability 
that the relevant action 

is wrong or right

the value o f  my so acting? It seems to me that 
it does not. Presumably we should compare the 
value o f  dropping the cake tin o ff when I have 
promised to do so with the value o f  dropping it 
o ff  when I have not promised to do so. But the 
latter action has its own value as a spontaneous 
act o f  friendship, and given the pleasant surprise 
that I will give him if  I turn up unexpected, it is 
not at all clear that the value o f  turning up un
expected with my cake tin is less than the value 
o f  doing so in fulfillment o f  a promise. There 
is even the danger that by promising to do it, 
I reduce the value o f  doing it. But I hope that 
nobody would take that as a reason to abstain 
from promising.

Now what about the idea o f  raising value? 
How are we to understand that? W hen we 
thought about raising probability, we distin
guished the claim that the probability o f  both 
evidence and conclusion was greater (or less) 
than the probability o f  one or the other from 
the claim that the probability o f  the conclusion 
is greater, given the evidence, than it would 
otherwise have been. Similarly, when dealing 
with value, we should distinguish two thoughts. 
The first is the bad idea that there is more value 
around when an action is done for a reason, than 
is given by the value o f  the action, or o f  the 
reason, alone. This would be the case whenever 
both action and reason have some independent 
value o f  their own. That it is a fine autumn day 
is a good thing, and so, I hope, is my writing this 
article. But this does nothing to show that either 
is a reason for the other.

The second, more promising thought is the 
claim that, given the reason, the value o f  the ac
tion is higher than it would otherwise have been. 
I f  she wants me to give her a kiss, the value o f 
the entire episode is not somehow now identical 
with the value o f  her wanting me to do it plus 
the value o f  the kissing. A better picture has it
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that the value o f  the kissing goes up i f  it is what 
she wants me to do; the value o f  her wanting 
me to do it doesn’t enter the picture. But now: 
how are we to capture this idea o f  value-rais
ing, always remembering that it is designed to 
serve as an account o f  how a consideration can 
favour an action? The most obvious ploy does 
not work. We might try saying that A raises the 
value o f  B  i f  the value o f  A would be greater 
i f  B  were the case than if  it were not. But there 
are counterexamples to this. The value o f  send
ing me a letter is greater i f  I am alive than i f  I 
am dead. But this does not mean that my being 
alive is some reason to send me a letter. More 
generally, even i f  a subjunctive conditional o f 
this sort were true, this would not mean that we 
have lit upon a reason. A consideration in whose 
absence we would have less reason to go to Lon
don is not necessarily a reason to go to London. 
Some are, but some are not. I f  there were a civil 
disturbance going on there, this might mean that 
we have overall less reason to go there than we

otherwise would have. But that does not show 
that the absence o f  civil disturbance is always or 
ever a reason to go there.

It looks, then, as i f  it is not going to be easy 
to hit on an operative relation that will explain 
the favouring in all cases o f  practical reasoning. 
But perhaps that was never necessary. After all, 
we decided that though in many cases o f  theo
retical reasoning the operative relation is that 
o f  probabilification, there are some in which 
it is not (the moral cases, in fact). Even if  we 
can find some way to resolve the difficulties o f 
the previous paragraph, we may feel that not all 
practical reasons are involved in value-raising. 
The sharp end o f this worry is not that we may 
need to appeal to different operating relations in 
different cases, but that there will be cases where 
we cannot find one at all. I f  there are such, there 
■would be cases in which a response is favoured 
in a way that we have to admit that we cannot 
explain. This is not a happy conclusion, but it is 
where the argument has taken us thus far. TM
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